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ABSTRACT

It is conceivable that in the future everyone’s genome will be
sequenced in order to provide personalized medicine. Specif-
ically, one’s genome will be stored along with her medical
records and will need to be transported between sequenc-
ing centers, storage depots, hospitals, and research facilities
efficiently and securely. Current genome distribution meth-
ods rely upon a traditional client server model with per file
compression—a, scalable distributed solution is needed to
meet the needs of tomorrow’s personalized medicine. We
approach this problem by examining ways of reducing the
amount of data that is sent. Specifically, we show that ge-
nomic data has exploitable redundancies by reducing a 3GB
genome to a mere 11MB of deltas. This work offers a prelim-
inary investigation into the use of delta compression for fast
genomic data transfer, and examines the applicability of ex-
isting data de-duplication schemes from operating systems
research to efficient genomic data transfer.
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1. INTRODUCTION

As the price of human genome sequencing plummets [22], it
is conceivable that in the future everyone’s genome will be
sequenced to provide personalized medicine. Specifically, an
individual’s sequenced genome will be stored along with her
medical records and will need to be transported quickly and

*Final paper for Professor Scott Brandt’s CMPS221: Ad-
vanced Operating Systems class, fall 2011.

securely between sequencing centers, storage depots, hospi-
tals, and research facilities. Such an infrastructure is re-
quired for developing health fields. Personalized medicine
aims to use a patient’s sequenced genome to improve the di-
agnostic accuracy of disease and disease susceptibility, and
potentially provide individualized treatments [10]. Given
the Internet infrastructure, current genomic distribution tech-
niques will not scale to meet the needs of such a futuristic
healthcare system. This paper investigates a content specific
approach to genomic data distribution: can inherent data re-
dundancies be efficiently exploited to reduce the amount of
data that is sent, and reduce the overall end-to-end trans-
mission duration?
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Figure 1: Sequencing costs are plummeting faster than
Moore’s law. Source: National Human Genome Research
Institute.

This paper provides a preliminary investigation to a loss-
less content specific approach to genomic data distribution
that reduces aggregate data transmission by exploiting the
redundancies across individual genomes, instead of focusing
on compression for a single genome. Such a de-duplication
strategy for large-scale genomic data storage has recently
been proposed [4, 11, 24] and promises compression rates
of up to two orders of magnitude. Delta compression ap-
proaches achieve high compression rates by only storing the
differences between a genome and a reference. Unlike ex-
isting genomic delta compression approaches [11, 24], these
techniques do not require alignment maps or sequence spe-
cific metadata: they only operate on pairs of raw genomes,
analogous to how Unix diff operates on pairs of source
code files. This paper augments this work by applying these
methods to data dissemination. The author is unaware of



any projects that aim to efficiently transfer genomic data
using a content-specific approach.

2. BACKGROUND

We identify the following goals for efficient genomic data
transfer: 1) quantify the amount of redundancy between
different genomes and develop a quick way of identifying
similar genomes, 2) find effective windowing algorithms (see
Appendix A for definitions), and 3) find efficient delta com-
pression algorithms. This research is preliminary in that it:
1) uses and evaluates existing tools traditionally developed
in operating systems, and 2) aims to contribute towards the
development of future genome specific tools.

2.1 Genomic Distribution Problem

Current genomic distribution techniques, such as those used
by the 1000 genomes project [7] and the UC Santa Cruz
genome browser [13], will not scale to the demands im-
posed by personalized medicine: they rely upon a central-
ized client server model (FTP) that is content agnostic and
separates compression from distribution. A human genome
stored uncompressed in the FASTA file format is approxi-
mately 3.0GB, or 892MB using gzip compression (a popular
compression technique). If every American had her genome
sequenced today this would total over 927 petabytes of un-
compressed data, or 275 petabytes of compressed data. Ad-
ditional metadata and annotations such as those used in
the popular BAM [15] file format can increase the size of
each genome by over two orders of magnitude, or dozens of
exabytes in this scenario. Disregarding the file storage prob-
lems of securely and reliably storing this amount of data, the
current Internet infrastructure cannot support data trans-
fers of this size, which may occur during inter-genome se-
quence center transfers. Genomes may be sequenced multi-
ple times to increase resolution, incurring additional storage
costs and data redundancy. From the bioinformatics per-
spective, genome sequencing costs are decreasing by at least
an order of magnitude every five years [22], with a $1000
genome rapidly approaching. This rate is orders of magni-
tude faster than the traditional “Moore’s Law” trends seen
in transistor density and network capacity. It is clear that
an alternative distribution mechanism is needed for cheap
genome sequencing to become ubiquitous, and we believe
that the network will become an increasing cost in genome
research.

2.2 Approaches

Bioinformatics researchers are already experiencing the ge-
nomic big data problem, and are actively investigating meth-
ods for decreasing transmission duration. For example, the

3. RELATED WORK

There is a great body of work for efficient genome compres-
sion and general data transfer between the bioinformatics
and operating systems fields. This paper examines the effec-
tiveness of traditional tools from operating systems research
on genomic data, and compares some preliminary results
against published results in bioinformatics. One goal of this
paper is to help bridge the gap between the two fields, and
serves as a first step of an interdisciplinary approach to de-
signing an efficient system for genomic data distribution.

3.1 Bioinformatics Related Work

Christley et. al. [5] identify the eminent genomic big data
problem and suggest a content specific, delta compression
approach. They develop DNAZip and compress James Wat-
son’s genome to a mere 4MB, using several methods for ef-
ficiently encoding SNP instructions. They make the addi-
tional observation that SNP maps (the sequence of instruc-
tions that build a target genome from a source genome)
are also common among individuals, and they allow instruc-
tions to index into a common SNP database. Although this
approach achieves significant compression, it uses a single
reference and requires an existing SNP map (~1.2GB). In-
stead, we explore the use of data from multiple references
and do not use an SNP map. Indeed, we measure the ef-
fectiveness of existing data differencing algorithms to build
these mappings.

Brandon et. al. [4] also take a delta compression approach to
genome storage and identify that the current data dissemi-
nation techniques are unscalable. They observe that the ref-
erence may not necessarily be a human genome and propose
a “consensus” genome to increase compression. They focus
on algorithms and data structures for mitochondrial genome
sequences which have higher variability than chromosomal
sequences. They propose an instruction set consisting of in-
sert, delete and substitution operators with position, length
and value operands. They note that a position dictionary
can increase compression since the position values are typ-
ically a small subset of every possible position, depending
on the population. They examine the effectiveness of Huff-
man, Golomb, and Elias codes [6] for compressing instruc-
tions and achieve compression rates of up to two orders of
magnitude for mitochondrial DNA. The authors do not de-
tail how the SNPs are calculated, but rely upon an existing
mapping database. They also do not provide compression
results for an entire human genome, although they achieve
up to 3 orders of magnitude when applying these approaches
to chromosome 22 of the hgl8 human genome.

Heath et. al. [11] build on the previously mentioned work
and propose a delta compression technique that supports

Bio-mirror [1] distribution site is currently testing the GridF TP [3] indexing. With this approach, a compressed genome can

tool which augments FTP and supports a UDP-based trans-
port protocol, UDT [9], to increase data transfer rates. These
methods attack the big data problem from the transport
layer and are not content specific: they are effective across
all types of data transfer and are orthogonal to a content-
specific approach [20]. Although provisioned paths and UDP-
based protocols may provide temporary relief for data trans-
fers between specific sequencing centers, it cannot be applied
for general many-to-many transfers, or transfers between
hosts on the network edges.

be stored on disk and still provide efficient string search-
ing. The authors make the explicit tradeoff of slightly worse
compression for better indexing, hence this work mainly ap-
plicable to data storage and genome search. The instruction
set used includes insert, delete, replacement, insert after re-
placement, and delete after replacement. Position operands
are absolute and two separate Huffman codes are used for
positions and value (base pairs) operands. Each instruc-
tion contains two bits to indicate whether or not the posi-
tion or value operands are Huffman encoded, to efficiently



handle cases where the original value is more compact than
the code. As with the previous work, they evaluate their
approach using mitochondrial DNA and rely upon existing
SNP maps and a single reference genome. They achieve up
to two orders of magnitude compression and observe that
a few positions and a few instructions occur with great fre-
quency.

Fritz. et. al. [8] propose a delta compression approach that
supports a controlled loss of precision to increase storage
efficiency. Like the previous approaches, they rely upon ex-
isting sequence alignment map metadata to guide compres-
sion. Indeed, the authors suggest that additional compres-
sion techniques are needed to handle unaligned reads.

Wang. et. al. [24] provide a delta compression technique,
GRS, that does not rely upon precomputed SNPs, and is
perhaps the closest approach to the one examined in this
paper. They propose a variable length windowing algorithm
that splits the source and target genome into n windows,
based on a function that minimizes the difference in nu-
cleotide frequency counts. To compute the difference, the
authors modified Unix diff and applied Huffman coding to
the patch file. This approach was evaluated against two hu-
man genome sequences from the KOREF data set [2], two
rice genomes, and an A. thaliana genome. They achieved
more than two orders of magnitude of compression with the
human genome, reducing the 2986.8MB target to a mere
18.8MB. The authors note that SNPs may be unavailable
for many de novo genomes and demonstrate that high com-
pression can be achieved without this constraint. We claim
that an effective delta compression strategy that does not
rely upon SNP maps such as the one proposed in [24] en-
ables flexibility in distributed file system scenarios where the
reference genome may not be readily available, or the com-
pression may need to occur on-demand based on data that
is already present on the sender and the receiver. We aug-
ment the work in [24] and evaluate a window based delta
compression strategy on the KOREF dataset and achieve
slightly better results (11MB), further validating this ap-
proach to genomic data transfer.

3.2 Operating Systems Related Work

Manber [16] presents a tool called sif that allows users to
quickly find similar files in a file system, using a technique
known as approximate fingerprints. This approach avoids
the high computational complexity of performing all pair-
wise comparisons of a set of files in order to find their simi-
larity. A set of fingerprints is computed for each file and is
stored in a database that maps files to fingerprints, as well
as the inverted index. Files that share a large number of
overlapping fingerprints are deemed similar as they contain
common substrings with high probability.

The author identifies the “synchronization” problem when
comparing the similarity between files: one cannot compare
fixed length strings at fixed positions since any single inser-
tion or deletion before or within this range can give a dif-
ferent fingerprint. To solve the synchronization problem the
author proposes “anchors”; or substrings that appear within
the file at relatively uniform intervals. Checksums are com-
puted over the fixed length window immediately following an
anchor, and are stored in the fingerprint database. Anchor

strings can either be picked by the user or selected auto-
matically by calculating a special hash value over all fixed
length substrings and selecting certain substrings based on
this hash (i.e. hashes whose last k bits are 0). The sec-
ond method is more general in that the user does not need
to find a good anchor string, however it relies upon a quick
method for calculating the hashes of every substring: he uses
a rolling window where each new byte corresponds to a few
arithmetic operations to generate the next hash. We believe
that the author’s approach for quickly identifying similarity
across a large set of files is necessary for genomic distribu-
tion. One can envision a policy such that if Alice wishes to
sends a target genome T to Bob, the choice of a reference
genome S should be: 1) common to Bob and Alice 2) the
“most similar” of the common genomes to T', using the intu-
ition that genomes that are “most similar” lead to the best
delta compression.

Muthitacharoen et. al. [17] introduce LBFS, a file system
designed for low-bandwidth networks. Using a similar ap-
proach to the one proposed by this paper, the authors ex-
ploit redundancies between files to avoid sending duplicate
data across the network. A client maintains a large cache of
file chunks (windows) of files that it has previously received,
and chunks are efficiently indexed by the first 64 bits of the
chunk’s SHA-1 hash, using a B-tree data structure. The
client and server use a modified version of NFS to negotiate
sending only the necessary chunks. In this system, if Bob re-
trieves a file T from Alice, then 1) Bob sends Alice a request
for T, 2) Alice responds with a summary of all of the chunks
for T and their respective hashes, 3) Bob compares these
hashes with those in its client database and individually re-
quests the chunks belonging to T" that are missing from his
database. To avoid pathological cases, the authors set a
minimum chunk size to 2KB and maximum size of 64KB.
To avoid the file synchronization problem identified by Man-
ber [16], the authors use a similar windowing algorithm and
hash every 48-byte substring in the file and examine the
last 13 bits of the hash for a particular pattern (i.e. all Os)
to determine “breakpoints,” or window boundaries. In or-
der to compute the fixed length hashes efficiently, they use
the Rabin fingerprint [21] algorithm which operates over a
rolling window and computes several arithmetic operations
for each new hash. The use of a rolling window and a Rabin
fingerprint to find chunk boundaries, with a SHA-1 hash to
identify the chunk, is sometimes known as content defined
chunking.

Pucha et. al. [19] propose SET, an approach for identifying
similar files in a peer-to-peer network in order to speed up
data transfer by increasing the number of file sources. The
authors download a large sample of multimedia files from
popular BitTorrent sites and quantify the large amount of
redundancy across files of the same type. SET augments
existing peer-to-peer applications such as BitTorrent by uti-
lizing the application’s underlying DHT (distributed hash
table) to store additional metadata. Their approach enables
a constant number of DHT lookups to locate similar files
that contain identical chunks. The authors observe that
file transfers are frequently unable to saturate the available
bandwidth and demonstrate that additional sources can de-
crease file transfer duration. SET uses handprinting to mea-
sure similarity: each file F' is divided into n chunks using



Rabin fingerprinting to determine window boundaries (as in
LBFS) and each chunk is SHA-1 hashed (h;) and sorted lexi-
cographically such that the first £ hashes compose the hand-
print. The {(h;, F) : 1 < i < k} mappings from the hand-
print are inserted into the DHT so that a peer requesting
a particular file can quickly find other files that contain the
same chunks, and consequently discover more peers. Their
evaluation demonstrates the effectiveness of this technique
in low-bandwidth, or high bandwidth delay product (BDP)
network configurations.

Jain et. al. [12] propose TAPER, a system for efficient file
system replica synchronization across distributed servers.
They use a multi-phase approach that eliminates data re-
dundancy at different granularities, enabling clients to ex-
plicitly trade CPU utilization for bandwidth utilization. Their
tool implements an interface similar to rsync, and synchro-
nizes two separate directory trees on separate hosts. The
first phase of redundancy elimination uses a hierarchical
hash tree, similar to a Merkle tree, that encodes both the
content and the structure of the file system. This prevents
the source from sending all identical files and directories to
the target. The second phase uses content defined chunks
(CDCs), windowed by Rabin fingerprints with an expected
chunk size of 2KB and a maximum size of 64KB—the au-
thors note that CDCs are not suitable when small-sized up-
dates are spread throughout the data. To fill the “holes”
of unmatched chunks, in the third phase TAPER computes
a rolling checksum with Rabin fingerprints over every un-
matched 700 byte window, where the target requests the
unmatched chunks from the source. In the last phase, the
source delta encodes the remaining bytes to be sent with re-
spect to the previously matched chunks (chunks the source
knowns to be present on the target).

4. RESULTS

We used FTP to download a total of 7 male human genomes
for our experiments: 2 from the KOREF dataset [2] (se-
quence 0090224 and 20090931) and 5 from the UCSC genome
browser [13] (sequence hgl5 through hgl9). Each human
genome consists of 25 sequence files in FASTA format: 22
for chromosomes 1 through 22, 1 X chromosome, 1 Y chro-
mosome, and 1 mitochondrial DNA sequence (M). The total
size of a single uncompressed human genome in this for-
mat is 3.0GB. All of the genomes were available as com-
pressed gziped chromosomes, except for one of the KOREF
sequences that was only available as uncompressed chromo-
somes. The FASTA format is meant to be human readable
and encodes each base-pair as an ASCII character (“G”, “A”,
“C”, “T”), with a newline every fixed set of characters (60
in the KOREF dataset, 50 in the hg*) for human readabil-
ity. Additional characters may encode metadata such as “>”
for comments, or characters such as “N” that represent any
nucleic acid.

4.1 Genome Redundancy Measurements

The first experiment we conducted quantifies the amount
of similarity across the set of 7 genomes and within each
genome, using fixed sized non-overlapping chunks from 4KB
to 100KB. We split every chromosome of size ¢ into the
chunks of size s, where bytes [s(i — 1),min(si,c)) compose
chunk i. Every chunk was md5 hashed and inserted into a
hash table shared across the 7 genomes.
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Figure 2: Similarity across 7 human genomes with fixed sized
chunks.

Fig. 2 shows the amount of storage space that would be
saved using a chunk cache with the specified window size.
The legend is as follows: unique is the number of unique
hashes multiplied by the chunk size; intragenome is the sum
of the number of redundant hashes multiplied by the chunk
size, within each human genome; intergenome is the total
number of redundant hashes multiplied by the chunk size,
and subtracted by the total intragenome size. Hence, in-
tergenome + intragenome is the total amount of redundant
chunks multiplied by the chunk size; we use this metric to
quantify the amount of redundant bytes.

We expected a larger amount of redundancy across the set
of 7 genomes. In the best case (4KB chunks), only 3.7GB
of the 21.5GB were redundant. However, these results do
confirm our intuition that an intergenome approach offers a
greater opportunity for exploiting redundancy; indeed, the
amount of intragenome redundancy remained fixed across
all chunk sizes, while the intergenome redundancy increased
rapidly with smaller chunks. This rapid growth suggests
that much of the redundancy in larger chunks is masked by
small differences. Recall that an individual byte difference
within the chunk results in a different hash.

To test whether the alignment of the windows affects redun-
dancy, we ran the same 7 genome experiment using Rabin
fingerprints. We computed the fingerprint of every 48 byte
window of each chromosome; if the lower k bits of this fin-
gerprint is 0 then we create a new chunk boundary. We
added the constraint that no chunk is less than 4KB in size,
but we did not impose an upper bound.

Fig. 3 demonstrates log-log graph of the chunk sizes when
using k = 18, with an expected chunk size of 256 KB. This
graph is similar to that in [12] which analyzed the Emacs-
20.7 source tree with 2KB expected chunk size, although
some differences are apparent. Primarily, the size of the
chunks are much less uniform and the distribution is skewed
towards larger chunk sizes. Although 90% of the chunks
are less than 1MB, there are several outliers with very large
chunk sizes. For example, the largest 1% of the chunks con-



Content Defined Chunking: Chunk Size Distribution
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Figure 3: CDC size log-log distribution across 7 genomes,
with k = 18. The left axis is a histogram of the chunk sizes,
while the right axis measures the CDF of the chunk sizes.

tained 6% of the total bytes; 5 chunks were greater than
31MB the largest chunk was 31.75MB.
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Figure 4: CDC size distribution for each individual genome,
with k = 18.

Fig. 4 examines the CDC size CDF for each individual genome.

Unsurprisingly, it is very similar to that of 3, however two
separate bands emerge: the band to the left contains the en-
tire hg* dataset and the band on right contains the KOREF
dataset. These results suggest that genomes share a similar
structure, however genomes from different datasets have a
slightly different structure. Future work will investigate the
role of the CDC size CDF as a mechanism for identifying
similar chunks prior to computing deltas.

4.2 Genome Paired Deltas

In an experiment similar to [24], we took the two genomes
from the KOREF dataset, split them into fixed sized chunks
of 20MB, and computed deltas of each corresponding chunk
using the bsdiff [18] and xdelta [23] binary delta compres-

sion tools.

Briefly, xdelta is based on the algorithm for rsync and gen-
erates standardized VCDIFF output [14]. xdelta and rsync
use a “two signature” algorithm where a quick, collision sus-
ceptible signature (hash) is computed on a rolling window
over every byte offset, and a computationally expensive but
collision resilient hash is used if two chunks have the same
weak signature (to ensure that they are the same chunk).

bsdiff uses an instruction set composed of copy and in-
sert operations and is designed to address the “pointer prob-
lem” found in similar versions of executable code: it is likely
that addresses will change in the same way throughout the
executable. This tool exploits the pointer phenomena by
recording the first case of an address substitution and pre-
dicting future substitutions (without recording them).

Fig. 5 lists the compression sizes in comparison with gzip
and GRS from [24]. GRS uses a similar technique of split-
ting each chromosome into chunks and computing pair-wise
deltas, however they apply a windowing algorithm to dis-
cover better chunks boundaries, and they use a modified
version of diff to compute the deltas. For this experiment,
we used KOREF 20090224 as the reference and computed
deltas for KOREF 20090931'. After generating the patch
file, we applied the patch to the reference and verified that
the output is correct—no errors occurred throughout the ex-
periment. A total of 162 patch files were generated. The to-
tal duration for each tool (including the validation) was 1512
seconds (25.2 minutes) for xdelta and 9324 seconds (2.59
hours) for bsdiff on a modest single core 2.2GHz AMD
64 computer with 2GB of RAM. For both tools, applying
the patch to construct the reference chunk never exceeded 3
seconds.

The results in Fig. 5 demonstrate that unaltered, tradi-
tional binary data differencing algorithms can be extremely
effective for genomic delta compression in some scenarios,
a surprising result considering that such tools are designed
for compressing binary executables. Although bsdiff takes
several hours to perform the compression, this delay is not
discouraging because the process can be parallelized by the
number of chunks (162 in this case), and cached deltas can
void redundant computations. Such caching allows the user
to balance CPU, network bandwidth, and storage utiliza-
tion. Future work will investigate the biological explana-
tions as to why bsdiff performs so well in this scenario. It
is conceivable that a phenomena analogous to the “pointer
problem” is occurring.

Fig. 6 lists the compression results for all (J) = 21 pair-
wise deltas, with 20MB fixed length chunks. Although all of
the compressed files are smaller than their gzipped counter-
parts, the compression sizes are an order of magnitude larger
than those in Fig. 5; thus, these tools are not a panacea.
This table also shows that the binary delta tools can ex-
ploit redundancy better for pairs of genomes from the same

! We realized later that in [24] the reference and is delta
swapped; we did not have enough time to repeat the exper-
iment to provide a proper comparison, however future work
will examine the relationship between achieved compression
rates when swapping the reference and the delta



chromosome raw size gzip xdelta GRS bsdiff
chr01.fa 240MB  67TM 1.9MB 1.3MB 756KB
chr02.fa 236MB  71M 1.9MB 1.3MB 760KB
chr03.fa 194MB  58M 1.5MB 987KB  552KB
chr04.fa 186MB  56M 1.7MB 1.1MB 624KB
chr05.fa 176MB  53M 1.4MB 965KB  552KB
chr06.fa 166MB  50M 1.3MB 885KB  496KB
chr07.fa 154MB  46M 1.6MB 1.0MB 636KB
chr08.fa 142MB  43M 1.1MB 764KB  412KB
chr09.fa 13TMB  36M 1.3MB 844KB  496KB
chrl0.fa 132MB  40M 1.1IMB 750KB  432KB
chrll.fa 131MB  39M 1.1IMB 738KB  424KB
chrl2.fa 129MB  39M 1MB 686KB  384KB
chrl3.fa 111IMB  29M 692KB 508KB  280KB
chrl4.fa 104MB  27M 680KB 473KB  264KB
chrl5.fa 98MB 256M 724KB  485KB  288KB
chrl6.fa 87TMB 24M 860KB 555KB  332KB
chrl7.fa 7TMB 23M 768KB  494KB  300KB
chrl8.fa 74MB 23M 536KB  399KB  228KB
chrl9.fa 62MB 17M 676KB  390KB  228KB
chr20.fa 61MB 18M 400KB 276KB  152KB
chr21.fa 46MB 11M 284KB 221KB  132KB
chr22.fa 49MB 11M 316KB 256KB  160KB
chrM.fa 20KB 8.0KB 80KB 17KB 4.0KB

chrX.fa 151IMB  47M 4.7TMB  3.1MB 1.8MB
chrY .fa 57TMB 7.8M 784KB 579KB  376KB
TOTAL 3GB 850M 28MB  18.8MB 11MB

Figure 5: Compression results for the KOREF dataset.

KOREF*

hg*

KOREF*xhg*

bsdiff 11MB

217.6 £ 45.47TMB  625.7 £ 11MB

Figure 6: Average (and standard deviation) compression size
for all pairwise combinations of genome deltas. Sizes are sep-
arated by their respective datasets. The delta compression
tools perform worse when compressing two genomes from
separate datasets.

dataset, while they have difficulty with genomes from sepa-
rate datasets, as foreshadowed by Fig. 4. Future work hopes
to explain why the tools perform so well in the KOREF
dataset versus the hg*.

5. CONCLUSION

We identified the pending genomic data network problem
and offered a survey of current approaches from the fields
of bioinformatics and operating systems research. We argue
that a distributed approach that addresses the problem by
exploiting intergenome redundancies can greatly reduce the
amount of data that is sent. In one experiment, a naive
application of binary delta software gave compression rates
that are better than previously published results. This pre-
liminary work serves as the first step towards the develop-
ment of a tool that can exploit such redundancies automat-
ically.
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APPENDIX
A. DEFINITIONS

In order to accurately discuss data compression techniques,
we use the following (albeit non-standard) definitions? loosely
based on [14]. A data compression strategy consists of a pair
of algorithms for encoding and decoding strings S (Aenec :
S — 8, Agec : S — S) (a target file) such that Aen.(T) =
C A Agec(C) = T where T and C are finite strings drawn
from a finite alphabet ¥* (a binary representation of the tar-
get file). Much previous work has focused on finding strate-
gies that minimizing |C| for all strings S (i.e. LZW, Huff-
man, Golomb codes) using string matching algorithms to
find large, frequently appearing substrings that are replaced
by smaller strings (codes) in S during encoding. Unix’s gzip
program is a popular data compression tool. In the context
of a data transfer where Alice wishes to send a file S to Bob,
we assume Alice knows Acn. and Bob knows Age., and we
wish to minimize |Aene(T)].

Since the computational complexity of Aenc is typically non-
linear and memory intensive, T is partitioned into n smaller
contiguous subsequences (t;) or target windows, which are
compressed separately to increase compression speed at the
expense of reduced compression. In the simplest strategy, if
we denote Y for concatenation:

Aene(T) = iAenc(ti) = zn:ci =C
i=1 i=1

-Adec(C) = ZAdec(ci) = Ztl =T
i=1 i=1

Vi € {1, L ,Tl}(ti = Adec(Aenc(ti))

Note that Aene and Agec must agree on some protocol to
delimit the windows, and windows can either be of fixed or
variable length.

To further increase compression, the construction of a target
window may be a function of a source window which can
either belong to a different source file, or belong to the target
file. Data differencing strategies Aenc(T,S) = C, Agec(T, S)
compute the differences between a source file S and target
file T such that the target file T' can be rebuilt from C and
S. C is typically composed of a sequence of instructions
from a determined instruction set, such as insert, delete and

2We did not find a consistent set of definitions across his
literature survey.

edit. These instructions are then executed by the decoder to
rebuild T. Unix’s diff (Aenc) and patch (Agec) programs
compose a popular and simple data differencing tool, where
C is known as a patch file. In the simplest strategy:

AERC(T, S) = iAenc(tiy Si) = ici = C
i=1 i=1

Adec(Cy S) = Zn:Adec(Ch Si) = Zn:tt =T
i=1 1=1

V’L c {1, . ,n}(tl = Adec(Aenc(tiasi)v S’L))

Note that in both cases the dependent source window s;
must be available at the time of decoding window ¢; in order
to accurately reconstruct the target window. Also, ¢; can be
defined in terms of an already compressed window ¢; (where
k < i in this simple strategy).® From the data transfer con-
text, we wish to minimize |Aenc(T, S)| given the constraint
that Alice knows Acne and S, and Bob knows Age. and S.
Algorithms that match an ideal source window s; to a given
target window t; are called windowing algorithms, while al-
gorithms that unify data compression with data differencing
are known as delta compression algorithms.

3 There has been much research in decoupling Acpe from
Agec so that one can use different encoding algorithms with
the same decoding algorithm, such that,

Vi(Aene, (T, S) = Ci A Agec(Ci,S) =1T)
These approaches abstract a common instruction set and ex-
ecution environment (such as defining an instruction cache)
for encoding and decoding and express 1" as instructions for
this environment; the decoder essential becomes an inter-
preter that executes the delta instructions on a particular
reference.



